Static Hand Gesture Recognition

Remik Ziemlinski 
Christopher Hynes

ECE 547 Computer Vision

Abstract.  Hand gestures would be an intuitive and ideal way of interacting with computers, and would require little more than a digital camera.  One could, for example, wave downwards to scroll through pages.  As a step towards this goal, we attempted to create a program that would recognize and classify hand gestures from a “first person” perspective in a static environment.  By isolating the most obvious features of the hand – the fingers – we determine what gesture is being formed by the hand.  Sample data were taken of a hand in various positions, orientations, and gestures.  While our program was able to identify hand gestures from four classes – open hand, closed fist, pointing, and gripping - it was not accurate enough to be practical in a natural environment.

1
Review of Previous Work


Hand tracking and gesture recognition is often misunderstood as being one and the same area, but in retrospect they are not.  The two have a fair share of overlap, and that drives one another to excel in innovation and exploration.  But before anyone can use the high level notions of gestures to drive a system, reoccurring problems must be addressed at a more fundamental level.  


But before the finer details are resolved, an end to these means is desired.  This provides a common focal point and direction for any endeavors.  The basis of the problem is the visualization of a hand, but some target is needed at another level to map the perception to comprehension.


High level abstraction is appealing to researchers, and in the last decade two have been exploited and continue to be pursued in the modeling of the hand.  The classical model follows a robotics-control description and the latter a principal component description, also known as PCA.  The first has several advantages over the other on a conceptual level.


Since the robotics control descriptor simulates a 3D-hand/arm model closely, it gives rise to a very intuitive feel for what the domain actually is.  As a by-product, this description can be parameterized rigorously.  The exact set of parameters established, due to Denavit and Hartenburg (DH), represent the model with kinematic chains, or series of articulated links.  


Kanade and Regh employed this representation in their hand tracking system [1].  This application of the kinematic model was novel such that the hand was no longer classed as some rigid object, as was commonly done with humanoid parts.  Their modeling allowed for a highly adaptable state.  For reasons of practicality their model was constrained to 27 degrees of freedom, much like the 27 bones of a human hand [3]. 

Together with shape models describing visual appearances, the DH parameters constituted their modeling framework.  


This framework translates well to the visual world because features can be used to extrapolate the parameter model, and vice-versa.  Each finger was modeled as a cylinder, and naturally, the axis, or bisector, was a cue to the parameterized link.  This development from the palm to the fingertip would then give a full articulated description of a finger.  The fingers as seen under that occlusion boundary axis formulation constituted their feature space in the static analysis.

Their main objective was, however, in the dynamic nature of the hand.  Each statically analyzed state was amenable to corrections due to previous observations.  As a result, the line fitting done was of significant help to deal with difficult states where features could be lost.  Incrementally adjusting state to fit static state alone isn’t sufficient, however.  Kanade used a 2-camera system to resolve the discontinuities inherent in the tracking.

Wu and Huang were well aware of this and extended the hand tracking work of Kanade in 3 respects [2].   Firstly, they found that unrestrictedly modeling the hand produced a larger space than necessary and thus exposed it to more susceptibility of articulation singularities.  Second, they posed the problem as a separable one, so once constituent parts were refined to a level desired, they could be joined to form a more accurate model.  Lastly, they introduced means to handle the inherent error and noise of image sampling.


The lack of these notions in the Kanade system may explain the appeal for a multi-camera view.  For instance, the new constraints introduced to the kinematic hand model helped bound articulation.  Specifically, Wu imposed angular limits to several of the DH parameters.  In addition, one constraint established a relative relationship between 2 links, thus keeping the two more finely coupled [2].  


Another notion not made explicit by Kanade, and therefore important as a development, is the splitting of the global hand from the local fingers.  This is important in avoiding possible traps in local minima.  This means of divide and conquer allows many alternatives to be employed in treating each subproblem.  The decoupled subproblems proposed by Wu were pose determination and inverse kinematics.  Under the Kanade system, both of these were not looked upon as being separate, and so the estimation was less guided.


Finally, converging to more accurate estimates was also done by the using robust statistics.  The least median squares (LMS) method allows for up to 50% of a sampling to be composed of outliers, and so this method is the preferred choice in cases such as when the Gaussian noise assumption fails [2].  This was overlooked by Kanade and Regh, whereby they opted to use the method of least squares (LS), a non-robust approach [1].


With these new additions to kinematic modeling, the system was still sensitive to acquisition suitability.  Wu was explicit in stating that any occlusion of a single fingertip would lead to tracking loss of that finger.  This in turn implies that systems as of the Wu design could not reasonably track projected hands under roll or pitch.  This demonstrates that hand systems are still inadequate even with the aid of dynamic information.

2
Current Issues


Neither the systems nor designs mentioned previously are capable of handling non-preconfigured scenarios.  Kanade’s system has 2 requirements to initiate operation.  First, a user must signal the system that the hand is present by positioning it in a predefined configuration [1].  Secondly, the system must be calibrated visually before the hand can be found.  Specifically, search windows must be set based on the hand’s image projection and scale.  This approach is therefore not appropriate for an automated system for multiple users.


In a similar way, the system by Huang requires pre-existing knowledge about its users.  For one, a set of parameters must be acquired specific to each user.  These define the articulations and dimensions.  Only then can the system track the hand features.


Handling of the features is also very sensitive in both cases.  Huang reports that if any fingertip is occluded from view, then the recognition will fail for the particular finger [2].  This implies that better means are in need for correspondences of features or for pose determination.  

General methods that tackle pose determination are thus lacking in the application of hand recognition.  Pose from line correspondences is an old notion, but a thorough investigation to their feasibility in hand recognition has not been addressed comprehensively at the time of the Huang system.

3
Overview


The rest of this report will detail the program that was written, the sample images used to test the program and how they were obtained, and the results of running the program on the test images.  Following that are the actual program and our conclusions given our results.

4
Program Process Flow
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A binary version of the image is initially created using a threshold passed in as a argument.  Then edge detection is performed using the Sobel maps.  Combining the 2 resultant images, a strong silhouette of the original data is achieved.  Before sensitive image processing, the binary image data is filtered twofold for noisy regions too small to be significant (also specifiable by program argument).

The center of mass and orientation are then computed.  The center of mass uses a distance transform on the region pixels with respect to the boundary pixels.  Orientation is determined by using slope densities.

From this, a skeleton of the hand is created.  Starting from the center of mass, a quadrilateral is created perpendicular to the orientation.  It then balloons outwards in four directions along each edge until each hits a boundary of the hand.  This is done to separate the “palm” and wrist from the fingers (see Fig. 1).

All the remaining branches are passed through a “maximum distance” filter max_dist that returns the longest path through the branch.  This is to eliminate excess noise from the skeleton and to find where the finger is.  This algorithm assumes a binary image, and follows the skeleton from the start point until a branch is reached.  Through recursion it then finds the longer path.  It terminates when the end of the skeleton is reached.


After checking all the branches, the longest 5 are selected as the fingers.  These branches are used to create polylines, which in turn are used to determine the orientation of the fingers. 
Classification under the proposed constraints follows a decision tree model.  Since our approach is independent of any training, any data set is testable.  This is a bonus for experimentation and confidence measurement, however it does have its drawbacks. 

The most significant shortcoming is that the decision tree is statically fixed.  It approaches classification through an exhaustive means, and is not amenable to dynamic settings.  A new encoding would be necessary to make the classifier extendable.  Since the parameters that model the hand are finite and fully understood, a rigorous module could encompass the search space.  However, that was not the goal of this investigation, so it is left for future endeavors.

We find that the moment method for calculating center of mass is not robust to the morphable model of the hand.  Therefore a Euclidean distance transform was used.  The actual implementation is very nearly a Medial Axis Transform.  That is why in future improvements, this step will be incorporated with the skeletonizing phase.  The present skeletonizing algorithm can be modified with clever labeling to track a notion of a timestamp.  Regardless, the experimentation has shown us the sensibility of using a distance transform over the standard 1st order moment descriptor.
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4.1
Skeletonizing


Skeletonizing is based on a single pass algorithm [4].  This was used to effortlessly attain estimates of where finger axes may be found.  With this information, further refinement would be possible much like that done by Kanade [1].  As natural as this operator is on a skeletal structure, the reward of the estimation is countered by the subsequent filtering of branches.  The skeletonizing algorithm was expected to perform [image: image3.wmf]Finger Influence on Compactness
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quickly, but this was not the case and is not recommended for realtime applications.


4.2
Orientation by Slope Density
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Since the hand is highly morphable, it was proposed that an approach of slope density could more closely synthesize the hand’s orientation [5].  One problem arises when a 2 candidate slopes vie due to redundancies in perpendicular surfaces of the hand.  So a clustering was employed with a weight distribution (*t1 + (1 - ()*t2 on the competing angles (see the source code listing for SceneAnalysis.getSlopeDensity).  For the image in Fig. 1 we have the data in Fig. 2.

4.3
Classification


Classification under the proposed constraints follows a decision tree model.  Since our approach is independent of any training, any data set is testable.  This is a bonus for experimentation and confidence measurement, however it does have its drawbacks.  

The most significant shortcoming is that the decision tree is statically fixed.  It approaches classification through an exhaustive means, and is not amenable to dynamic settings.  A new encoding would be necessary to make the classifier extendable.  Since the parameters that model the hand are finite and fully understood, a rigorous module could encompass the search space.  However, that was not the goal of this investigation, so it is left for future endeavors.

5
Experiment

5.1
Data Set


Sample data was taken with a digital camera, in front of a black cloth.  Another black cloth was used as a sleeve to make the hand stand out.  The idea was to make the key problem classification, not segmentation.  The hand was the only object in the scene, and was always entirely in view.  Pictures of a single (right) hand were taken in a variety of positions and orientations: x in a closed fist, x in an open palm, x pointing, and x grabbing.  Noisy images were also taken, but it is apparent that they will fail in the segmentation phase, so they were disregarded. 

5.2
Observations


Since the emphasis of most research papers is on hand motion, many static facets had to be explored as “in the dark.”  The measurements that follow support some of the propositions made about invariant properties that help in feature extraction or classification.

If the exposure of the arm is limited by a sleeve (dark), then compactness is a good estimate of what general state the hand is in.  Thresholding at 25 is reasonable for roughly knowing whether a hand is Closed or Open (see below).  This is important in making a decision on a hand gesture with the presence of a possible noisy pseudo-finger feature.  Again, this is sensitive if arm exposure is great, so its feasibility is limited without correct and compact localization.

We find that the moment method for calculating center of mass is not robust to the morphable model of the hand.  Therefore a Euclidean distance transform was used.  The actual implementation is very nearly a Medial Axis Transform.  That is why in future improvements, this step will be incorporated to the skeletonizing phase.  The present skeletonizing algorithm can be modified with clever labeling to track the notion of a timestamp.  Regardless, the experimentation has shown us the sensibility of using a distance transform over the standard 1st order moment descriptor.
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Feature Configurations

1
Closed hand







2
Profile of fist (closed hand)





3
Fist with yaw, thumb exposed





4
Fist profile with some arm exposure




5
Open hand profile






6
Yawed hand, 2 fingers pointing with some arm exposure


7
Rotated 45 degrees, 1 finger pointing




8
Planar hand, 2 fingers showing





9
Open hand, fingers apart 






10
Open hand, fingers close together
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5.3
Results


The plotted data above shows the ineffectiveness of the classifier.  The class of images when restricted to the “Closed” shows perfect accuracy.  This may be a result of the visual cues which is easier to partition from the others.  The “Grab” class shows no accuracy since only 1 image was available that was representative.  The total data set was made up of 23 images.  This may be considered small, but due to the constraints of the static gesture domain and number of classes plausible it is not unreasonable.  The last result to the right shows the accuracy on the entire set, which is about 33%.

6
Conclusion and Future Work


It is reasonable to refute the applicability of a skeletonizing approach in recognizing static hand gestures.  The data set tested was representative of the domain, and so the interpretation of the results is sound.  We don’t believe that the applicability of slope density for finding an orientation is in question, nor the skeletonizing.  Rather, we believe that the large errors from segmentation strongly influence the interpretation of hand features, namely the finger axes.

To overcome this difficulty, we propose applying LMS fitting for axes to help find a sensible measure.  This sidesteps the need for any “eigenhand” description or pre-calibration, since LMS is insensitive to outliers up to half of the data.  Exploring this statistical tool is currently in-progress.
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Appendix A - man Page

NAME

vhandgesture – determines the classification of the hand gesture 


   of a given image

SYNOPSIS


vhandgesture [if=input file] [th=intensity segmentation threshold] [et=edge detection threshold] [nf=noise size for filtering segmented regions]

DESCRIPTION


vhandgesture segments the image, determines orientation and center of mass, converts it to a skeleton, and classifies the gesture based on finger positions.  It outputs a string noting the center of mass in (x,y) coordinates, the orientation in degrees (0 degrees is taken to be the positive y axis), the position(s) of any fingers found visible in the image in (x, y) coordinates, and the classification of the hand gesture: closed, open, pointing, or gripping.

CONSTRAINTS

vhandgesture assumes a grayscale image that includes a hand somewhere in it

OPTIONS


if=<fname>



The name of the input file.


th=<integer>

Intensity Segmentation Threshold: for segmenting the hand from the background.



default = 30


et=<long integer>



Edge Detection Threshold Squared: for determining edges.



default = 25000


nf=<integer>

Noise Size for Filtering Segmented Regions: for eliminating noise from the image.



default = 300

AUTHORS


Christopher Hynes


Remik Ziemlinski

SEE ALSO

Appendix B – Program API 

For a program listing, please contact Remik Ziemlinski at rz33@cornell.edu due to the 

size of the source code.
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Figure 1  (Left to right) Originally segmented image, filtered data, initial skeleton, filtered skeleton before axis refinement
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		closed				Closed		Grab		Open		Point		Total
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		rotated45		158 113 149 Closed

		se		157 217 101 Pointing

		sw		73 160 100 Pointing

		spread

		2fingers		124 143 130 Open

		2figerssw		46 156 98 Open

		2fthumb		130 152 100 Closed

		3fingers		94 144 264 Pointing

		allne		pointing

		allse		157 197 107 Pointing

		allsw		1 279 101 Closed

		centerws		234 275 112 Closed

		indexpink		92 132 101 Closed

		nw		x

		point

		frontthumbonly		164 44 121 Closed

		frontwiththumb		164 105 26 Pointing

		nwwiththumb		126 123 102 Open

		sewiththumb		x

		sw		88 121 24 Closed

		w		x
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